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ABSTRACT

Artificia intelligence is moving from isolated automation tasks toward systems that can support planning,
analysis, communication and operational decisions. For small businesses, this shift creates an unusual
management problem: the central question is no longer simply whether an organization can adopt Al, but
how Al-generated information should interact with human experience, accountability and contextual
judgment. This conceptual paper develops a practical Human-Al Collaboration Framework for small
businesses. The framework is derived through a structured review and synthesis of recent research on Al-
supported decision-making, small and medium-sized enterprises, human-Al interaction and trustworthy Al.
Rather than treating Al as either an autonomous replacement for employees or a passive software tool, the
proposed model positions Al as a decision-support partner operating within defined human responsibility
boundaries. Five dimensions are integrated: task suitability, data reliability, calibrated reliance, human
review and organizational learning. The paper further proposes a decision pathway that classifies activities
according to the consequence of error and the degree of contextual judgment required. Low-consequence,
repeatabl e tasks may receive higher automation, whereas consequential or context-sensitive decisions require
explicit human review. The framework contributes a small-business-oriented structure for implementing Al
without assuming unlimited technical resources. It aso identifies research questions for future empirical
validation. The paper concludes that responsible Al adoption should be understood as an organizational
design problem involving people, processes, data and technology together.
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1. Introduction

Artificia intelligence (Al) has become increasingly accessible to organisations that previously lacked the
financial and technical capacity to build advanced analytical systems. Cloud services, generative Al
applications, automated workflows and embedded Al features now alow small firms to experiment with
capabilities that once required specialist teams. Yet accessibility does not automatically create organisational
value. A small business may have accessto an Al system while still lacking the processes required to determine
when its output should be trusted, challenged, reviewed or rejected.
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Recent research has increasingly moved the discussion from Al adoption alone toward the interaction between
Al systems and human decision makers. A 2026 systematic review by Kumar and colleagues, for example,
synthesised 627 studies and proposed a framework linking Al-human dynamics with decision typologies.
Research focused specifically on SMEs has similarly identified decision quality, operational efficiency, trust,
privacy, security and human-Al collaboration as interconnected dimensions rather than isolated technology
issues. These developments suggest that Al implementation should be studied as a socio-technical process
rather than as a simple software installation (Kumar et a., 2026; Al-Hassan et al., 2026).

The small-business setting makes this problem particularly important. Large organisations can create specialist
Al governance teams, dedicate employees to data quality and establish formal model monitoring. A small
enterprise may instead have one owner, a small administrative team and a limited technology budget. Decisions
can therefore depend heavily on individual experience and informal procedures. In such settings, an Al
recommendation can become influential precisely because the organisation has limited time or expertise
availableto challengeit.

This paper addresses that gap by asking a practical question: how can a small business divide responsibility
between an Al system and human decision makers so that automation improves work without silently
transferring accountability to a machine? The paper proposes a conceptua framework rather than presenting
invented survey findings. Its purpose is to provide a testable structure that future researchers can examine
across industries and firm sizes.

2. Resear ch Problem and Objectives

The core research problem is a mismatch between the technical availability of Al and the organisational ability
to use it responsibly. Existing discussions frequently emphasise adoption, productivity or competitive
advantage, while practical guidance for deciding the appropriate level of human involvement remains
fragmented. The present study therefore focuses on the design of human—Al working arrangements in resource-
constrained businesses.

Resear ch objectives

e To identify the organisational factors that determine whether an Al-supported task should be automated,
reviewed or kept primarily human-led.

e To integrate human oversight, data reliability and calibrated trust into a single conceptual framework for
small businesses.

e To propose a practical decision pathway that can be applied before deploying Al in operationa or
managerial workflows.

e To formulate research propositions and future empirical questions for testing the framework.

3. Research Questions

RQ1: Which characteristics of a business task should determine the level of Al autonomy permitted in a small
organisation?

RQ2: How do datareliability and contextual complexity influence appropriate human oversight?
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RQ3: What organisational practices can reduce both excessive trust in Al outputs and unnecessary rejection of
useful Al support?

RQ4: How can small businesses establish lightweight governance mechanisms without creating
disproportionate administrative burden?

4. M ethodology

This paper uses a conceptual research design based on structured literature synthesis. The approach does not
claim to measure causal effects or report original participant data. Instead, relevant scholarly and institutional
literature was examined to identify recurring constructs, relationships and implementation concerns. The
synthesis concentrated on four areas. Al-supported decision-making; Al adoption in SMEs; human-Al
interaction; and trustworthy or responsible Al governance.

Recent peer-reviewed studies were prioritised for the conceptual synthesis, including a 2026 systematic review
of Al-human decision-making, a 2026 review of Al adoption and performance constructs in SMEs, research on
Al-supported strategic decisions in SMEs, and recent work examining Al use by Indian entrepreneurs. NIST's
Al Risk Management Framework was also used as an institutional reference for concepts such as
accountability, transparency, explainability, privacy and defined human roles. The resulting constructs were
then organised into a proposed framework rather than treated as statistically validated relationships (Kumar et
al., 2026; Al-Hassan et al., 2026; Picone Chiodo et al., 2026; NIST, 2023).

5. Literature Synthesis

5.1 Al and decision-making

Al-supported decision-making can reduce the time required to process large volumes of information, identify
patterns and generate alternatives. However, Al outputs remain dependent on data, model design, task
formulation and the context in which results are interpreted. Recent literature argues for examining not only the
performance of the algorithm but also the configuration of the human—Al relationship. One recent systematic
review distinguishes multiple forms of collaborative decision-making, demonstrating that human and Al roles
can be configured differently according to the decision context (Kumar et al., 2026).

5.2 Al adoptionin SMEs

SMEs encounter a distinctive combination of opportunities and constraints. Al can support customer service,
forecasting, document processing, marketing analysis, inventory planning and administrative work, but
adoption can be restricted by skills, infrastructure, financial resources, organisationa readiness and trust. A
2026 systematic review identified themes including operationa efficiency, data-driven decision-making,
human-Al collaboration, security, reliability and innovative business models, indicating that Al performance
cannot be separated from organisational conditions (Al-Hassan et al., 2026).

5.3 Human oversight and calibrated trust

Human oversight does not mean that a person must manually inspect every Al output. Instead, oversight should
be proportionate to the potential consequence of an incorrect result. NIST's Al Risk Management Framework



explicitly recognises that human—Al configurations can range from fully manual to highly autonomous and
emphasises the need to define human roles and responsibilities. It also notes that human—Al interaction can
produce different outcomes depending on context and that bias may arise from both people and Al systems
(NIST, 2023).

5.4 The Indian small-business context

Recent research involving Indian entrepreneurs highlights the practical importance of resource constraints,
technical capability, responsible use and the combination of Al-supported analysis with human intuition. The
evidence suggests that Al can broaden decision support, but implementation must account for the realities of
entrepreneurs who may not have dedicated Al specialists (Sharma et a., 2026). This context supports the need
for alightweight framework that does not assume enterprise-scale governance infrastructure.

6. Proposed Human-Al Collaboration Framework

The proposed framework contains five connected dimensions. They are intended to function as a pre-
deployment and operational review system rather than as arigid mathematical formula.

Table 1. Five dimensions of the Human—Al Collaboration Framework

Dimension Central question Practical control

Is the task repeatable, bounded =~ Automate only where the task can be specified and

1. Task suitabilit
ey and clearly defined? exceptions identified.

Are the inputs current, relevant  Check source quality, completeness and update
and sufficiently accurate? frequency.

2. Datardiability

3. Calibrated How much confidence should = Treat Al output as evidence or recommendation unless
reliance users place in the output? the workflow explicitly permits automation.

What happens if the Al is Require review where error could creste material
wrong? financial, legal, safety or reputational consequences.

4, Human review

5. Organisational How will errors and overrides Record important corrections, exceptions and
learning improve the workflow? recurring failure patterns.

7. Al Autonomy Decision Pathway

The framework trandates the five dimensions into four practical operating modes. The modes are not quality
rankings, they describe different responsibility arrangements.

Table 2. Four Al autonomy operating modes



Mode Typical task Human role

Drafting,  summarisation,  routine Human reviews before externa or

A — Assisted

classification consequential use.
B — Supervised Repetitive internal workflows with  Human  monitors  exceptions  and
automation defined rules periodically checks outputs.
C —Human decision Pricing, forecasting, supplier or Al provides analysis, authorised person
with Al evidence customer decisions makes the decision.

High-consequence, highly contextual Al may provide background information,
or poorly specified decisions but authority remains human-led.

D —Human-led

8. Proposed Propositions

P1: The more clearly atask can be specified and the lower the consequence of error, the greater the feasible
level of Al autonomy.

P2: Higher data reliability should increase the usefulness of Al recommendations, but should not by itself
eliminate human accountability.

P3: Excessive trust and excessive distrust of Al can both reduce the value of human—Al collaboration;
calibrated reliance should therefore be treated as a distinct organisational capability.

P4: Explicit human review thresholds should be associated with more consistent handling of high-consequence
Al-supported decisions.

P5: Organisations that record meaningful human overrides and recurring Al errors should be better positioned
to refine workflows over time.

9. Practical Implementation Model for Small Businesses

Step 1 — Map the workflow: List tasks where Al could be used and identify the current human owner.

Step 2 — Classify consequence: Estimate what could happen if the Al output is incorrect, incomplete or
misleading.

Step 3 — Check the data: Identify where the information originates, who maintains it and how frequently it
changes.

Step 4 — Select an operating mode: Choose assisted, supervised, Al-evidence, or human-led operation.

Step 5 — Define an escalation rule: Specify situations in which a person must stop, review or override the
workflow.

Step 6 — Log material exceptions: Keep lightweight records of important errors, overrides and user feedback.



Step 7 — Review periodically: Reassess the workflow when data sources, Al models, regulations or business
conditions change.

10. Discussion

The proposed framework changes the unit of analysis from the Al tool to the work process. This distinction is
important because the same Al capability can have very different consequences depending on where it is used.
A language model used to generate internal brainstorming ideas does not create the same governance
requirements as one used to approve a customer refund, select a supplier or generate a legally consequential
communication.

The framework also treats human involvement as a design variable rather than a symbolic approval step. A
human who merely clicks "approve" without access to relevant evidence does not provide meaningful
oversight. Effective review requires sufficient information, authority to challenge the output and a process for
handling disagreement. NIST similarly highlights the need to define and differentiate human roles across
human-Al configurations (NIST, 2023).

For small businesses, proportionality is essential. A governance system that requires extensive documentation
for every low-risk Al-assisted task may discourage useful adoption. Conversely, a completely informal
approach can allow important decisions to become dependent on opaque or poorly understood outputs. The
proposed model therefore recommends lightweight controls for routine tasks and stronger review for
consequential decisions.

The framework further suggests that Al adoption should be viewed as a learning cycle. Errors are not merely
failures to be corrected once; repeated exceptions can reveal weaknesses in prompts, data, workflow design or
user training. Recording such exceptions can therefore turn everyday operational experience into organisational
knowledge.

11. Implications

11.1 Managerial implications

Managers can use the framework as a simple Al-workflow assessment sheet. Before purchasing or deploying
an Al service, they can identify the task owner, consequence of error, data source, review requirement and
escalation path. This may help prevent a common implementation mistake: automating a process before
deciding who remains responsible for its outcome.

11.2 Theoretical implications

The framework connects Al adoption with decision-process design. It proposes that adoption outcomes depend
not only on technological capability but also on task characteristics, information quality, human reliance and
organisational learning. Future empirical studies can test whether these constructs predict decision quality,
implementation continuity or operational performance.

11.3 Resear ch implications



The propositions can be examined through surveys, interviews, controlled decision experiments or longitudinal
case studies. Researchers may also compare sectors because the appropriate human-review threshold islikely to
differ between, for example, retail operations, professional services, manufacturing and healthcare-related
activities.

12. Limitations

This paper is conceptual and does not report original participant-level observations, experimental
measurements or dtatistical testing. The proposed relationships should therefore be treated as research
propositions rather than established causal findings. The literature synthesis may also reflect the rapid pace of
Al development; tools, regulations and organisational practices can change faster than conventional research
publication cycles. Future work should validate the framework with real small-business workflows, multiple
sectors and longitudinal evidence.

13. Conclusion

Al adoption in small businesses should not be reduced to a choice between automation and manual work. The
more useful question is how responsibility, evidence and judgment should be distributed between people and
intelligent systems. This paper proposed a Human—Al Collaboration Framework built around task suitability,
datareliability, calibrated reliance, human review and organisational learning. It also introduced four operating
modes that allow the level of Al autonomy to be matched with the consequence and complexity of the task. The
framework is deliberately lightweight so that smaller organisations can use it without replicating the
governance structures of large enterprises. Its principal contribution is a practical, testable way of thinking
about Al as a participant in organisational work while keeping decision authority explicit. Empirical research is
now needed to test whether these mechanisms improve decision quality, trust calibration, operational resilience
and responsible Al adoption across different small-business environments.
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